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NVIDIA CUDA-Q
5 Quantum-GPU Classical Computing
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Fag. kernel
‘f kernel{angles: np.ndar
qubit = cudaq.qubit()

rz{angles[@], qubit)
rx{angles[1], qubit)
rz{angles[2], qubit)

QPU

# Generate some random angles
rng = np.random.default_rng(sg
angles = rng.random(3) * 2

the state and ad

cuQuantum cuQuantum cuQuantum CUDA-Q CUDA-Q

Quantum Algorithm Qubit Design Quantum Data Hybrid Quantum Error
Development = DJAN Generation Applications Correction
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"FIRST CONTACT”
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GB300 NVL72

Grace Blackwell NVL72
“A Thinking Machine”
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Grace Blackwell NVL72

“One Glant GPU
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NVIDIA Blackwell Massive Leap In Reasoning Inference Performance

1,200,000

1,100,000

1,000,000

900,000

800,000

Tokens Per Second 700,000

Per MegaWatt

600,000

500,000

400,000

300,000

200,000

100,000

0

EP64PP2+PP2, Batch 832,

EP64PP2+PP2, Batch 416,

EP64+PP2, Batch 128, 45% Context

EP64PP4+PP2, Batch 352, 43% Context

EP64+PP2,

EP64PP2+PP2,

EP64+EP32, Batch 32,

O 100

200

EP64+EP32, Batch 16,

EP64+EP32, Batch 8,

300

Tokens Per Second
For One User

EP64+EP32, Batch 4,

Z10]0)

EP64+EP32, Batch 2,

EP64+EP32, Batch 1,

500

510]0)

TEP16+EP32, Batch 1, 1% Context,



5 BESEREEEEES: m

bl A LI TTTTTIT VBEFRGEROY
BN SNNPEENUNEN IOENEEEY
S  UENUNEENNNN. ARGRERF




Grace Blackwell in Full Production
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One Architecture - From Cloud Al, Enterprise Al, Personal Al, to Edge Al
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One Architecture - From Cloud Al, Enterprise Al, Personal Al, to Edge Al
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NVIDIA RTX PRO Server
Enterprise Al and Industrial Al Computing Platform

Avallable Now
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A NEW INDUSTRIAL REVOLUTION

Al FACTORY $100T

TOKENS
"UNITS OF INTELLIGENCE"
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Stargate ,
200 MW, Scaling to 1.2 GW
Abilene, Texas
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European Telcos
Building Al Infrastructure With NVIDIA
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European Cloud Service Providers
Building Al Infrastructure With NVIDIA

%22 beyond.pl cuo PR Fourscate  @Domyn

COMPUTE DataCrunch

\4

Yy firebird & Fludstack ©) GCORE M Mistral Al

CINSE ANEXus  JNQRTHERN  LaNsCALE

eeeeeeeeeeeeee

¥ OVHcloud Polarise. @ Scaleway {Q SESTERCE




European Supercomputing Centers
Building Al Infrastructure With NVIDIA
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European Union
Building 20 Al Factories

Barcelona Supercomputing Center (Spain)
CINECA (Italy)
CSC (Finland)
GENCI/CEA (France)
GRNET (Greece)

Julich Supercomputing Center (Germany)
LinkOping University (Sweeden)
LuxProvide (Luxembourq)

Poznan Supercomputing Center (Poland)
Sofia Tech Park (Bulgaria)
University of Maribor (Slovenia)
University of Stuttgart (Germany)

Vienna Scientific Cluster (Austria)

2 Al Factories (Location TBD)
5 Gigafactories (Location TBD)




10X Growth Projection
Pan-European Al Infrastructure

2024 2025 2026

GPU Die

Al FLOPS - Ampere FP16, Ada/Hopper FP8, Blackwell FP4



NVIDIA Establishes
European Al Technology Centers
to Grow Regional Research and
Startup Ecosystem
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B Mistral Al <A NVIDIA

Announcing Mistral and NVIDIA Build Al Cloud



Open-Source Al Models Are Unlocking Global Al Innovation

100
® DeepSeek R1 0528
GPT-40
o ® Gemini 2.5 Pro ®
® Llama 3 405B
GPT-4 @ Gemini 1.5 Pro
Mistral Large 2 DeepSeek R1 671B
S
MMLU ® @ Qwen3235B
® Llama 3 70B Llama Nemotron Ultra
80
Mixtral 8x22B
® Mixtral 8X7B
70 GPT-35 @
Llama 2
® Llama
60

2022 2023 2024 2025



NVIDIA Nemotron Further Advances Leading Open Models

SUPERVISED @‘x PACKAGE AS NIM
<NOWLEDGE FINE-TUNING
DISTILLATION
J
NEURAL ¢
ARCHITECTURE IMAGE |
SEARCH UNDERSTANDING
|
DATA CURATION g
$ CONTINUOUS < LONG CONTEXT
PRE-TRAINING . EXTENSION
. ,:‘f
Open Frontier s i NVIDIA Nemotron
Model IMPROVEMENT |
y
Y
/

S ' & REINFORCEMENT LEARNING
DATA GENERATION Y



NVIDIA Nemotron Increases Open Model Efficiency and Accuracy

*Nemotron
Llama Nemotron
Ultra 253B
Llama Nemotron +21
Llama Nemotron super 498
Nano 4B +16
+21
40
35
24
Llama 8B Llama 70B Llama 405B Next Open
Model

Artificial Analysis Intelligence Index
MMLU-Pro, GPQA Diamond, Humanity's Last Exam, LiveCodeBench, SciCode, AIME, MATH-500



NVIDIA Nemotron Achieves World-Class Benchmarks

4 I

Models

Llama Nemotron Ultra
Leading GPQA-Diamond Accuracy

Datasets Agents
Llama Nemotron Nano
Llama Nemotron Post-Training Math 500 Nemotron-CORTEXA
Trending Reasoning Dataset Leading SWE-Bench Accuracy
Llama Nemotron Vision
OpenCode OCRBench V2

Trending Coding Dataset

AceReasoning Nemotron

Nemotron Personas Math, Coding SML

Represents Real-World Demographics

Nemotron-H

Fastest Inference LLM With
\ Leading Reasoning Accuracy

N _/




Model Builders Across Europe
Creating Sovereign LLMs with NVIDIA Nemotron
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Perplexity Makes European Nemotron Models Available in Region

Best
Selects the best model for each query

|
I Spanish and Catalan Nemotron

Dicta
Hebrew Nemotron

Domyn
\ ltalian Nemotron

~

Create aﬂyJ[h I ng... Fraunhofer OpenGPT-X

Pan European Nemotron

UTTER EuroLLM
Pan European Nemotron

Q

&
O
10

LightOn
French Nemotron

&

Slovak Republic
Slovak Nemotron

SpeaklLeash
Polish Nemotron

TII
Arabic Nemotron

University College London
BritLLM Nemotron

University of Ljubljana
Slovene Nemotron
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NVIDIA Enterprise Al Agent Platform

TOOL USE

THINKING

[/O PROMPT «—» «—» MEMORY

COMPUTER USE OTHER AGENTS

= €e

Specialized Al Agents

NeMo Agentic Al Toolkit

Al-Q Agentic Al Blueprint

Nemotron Reasoning LLM

NeMo Retriever RAG
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Connecting Developers to Global Al Compute

Multi-Cloud | Multi-Tenant | Scalable Training | Global Inference
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Connecting Developers to Global Al Compute

Multi-Cloud | Multi-Tenant | Scalable Training | Global Inference
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Global Cloud Providers
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Announcing NVIDIA Wins CVPR End-to-End AV Grand Challenge

Generalized Trajectory Scoring for End-to-end Multimodal Planning

Zhenxin Li%? Wenhao Yao®> 7i Wang' Xinglong Sun' Joshua Chen'
Nadine Chang' Maying Shen' Zuxuan Wu®  Shiyi Lan'  Jose M. Alvarez'
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1. Introduction

End-to-end multi-modal planning has emerged as a power-
ful approach in autonomous driving. Unlike traditional uni-
modal planners that predict a single trajectory [3, 11, 12],
multi-modal approa 3, 6, 15, 16, 18, 19] generate
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infy i
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Trajectory Vocabulary Generalization (GTRS-Dense):

We train on a super-dense vocabulary of trajectory sam-

24 trajectories ) covering a wide range of driving

d trajectory

bularies, we pro a trajectory dropout training
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distributions during inference
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